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ABSTRACT

An atlas in the context of atlas-based segmentation refers to a

pre-selected image with labelled anatomical regions of inter-

est. Atlas-based segmentation is the propagation of these la-

bels to a novel image after both images have been registered.

The goal of an atlas is to be representative of an anatomi-

cal category, but in practice there exists variability in human

anatomy. One solution to maintain consistent segmentation

accuracies is to use multiple atlases, with a system for select-

ing the most appropriate atlas at the time of segmentation.

This paper describes a method for selecting an atlas using a

linear regression model to predict the segmentation accuracy

based on image similarity measures. It goes further to present

an offline method for automatically selecting a set of atlases,

representative of the training set to be used during segmen-

tation; all of this illustrated by segmentation of the heart and

kidneys in 3D CT images.

Index Terms— Atlas-based segmentation, multi-atlas,

optimal atlas selection, registration

1. INTRODUCTION

Atlas based segmentation is the process of mapping a set

of labelled anatomical regions from a representative image,

termed the atlas, onto a novel image following an alignment

process. Multi-atlas based segmentation extends this by using

a set of atlases, selecting the most suitable atlas based on the

quality of alignment to the novel image (see figure 1).

Multiple atlases are needed because of the variability that

exists within human anatomy. This variation in appearance of

an organ across different patients may be due to pathology. It

may also be due to demographics, size and subject’s lifestyle.

The evaluation of selection strategies in [1] shows that

selecting the atlas which produces the highest normalised

mutual information after non-rigid registration to the novel

dataset, results in higher average segmentation accuracy on

the experiment set compared with the highest average ac-

curacy obtained by using any atlas in the set on its own.

Subsequent approaches in [2] extend this method by com-

puting the similarity measure in a region of interest; this is

particularly useful in situations where certain sub-anatomies

are likely to vary across subjects.

A common approach to multi-atlas based segmentation is

decision-fusion from multiple classifiers as shown in [3], [1]

and [4], where each atlas is treated as a separate classifier and

each pixel in the novel image assigned a class label following

registration. The task is to find a combination of the indi-

vidual segmentations that produces the most accurate overall

segmentation.

A problem with vote counting strategies arises when the

anatomical category represented by the novel image has mi-

nority representation amongst the group of atlases used. In

[3] and [5], this issue is addressed by limiting the set of at-

lases to those that are most similar to the novel dataset using

image similarity and meta-information, such as patient’s age,

gender and clinical status.

The method proposed in this paper draws upon the find-

ings reported in [3], [6] and [1], stating that an atlas selected

on the basis of image similarity produces better results than is

possible with a single atlas used across all novel datasets. It

extends this idea, showing how calibration of similarity mea-

sures such as cross-correlation can be used to predict the seg-

mentation accuracy.

2. METHOD

Fig. 1. Multi-Atlas Based Segmentation

The atlases in use in the application are selected offline from
a database of image atlases. Each of the chosen atlases

produces a segmentation when aligned with the novel image,
therefore a mechanism capable of predicting the best

segmentation is required.
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2.1. Multi-Atlas Based Segmentation

Assuming a set A = {a0, ..., aM−1} of M atlases has been

provided, segmentation of the required anatomical region

in a novel dataset t begins by registering each am(m =
0, ...,M − 1) with t in order to produce a set of warp-fields

W = {W0, ...,WM−1}, where Wm maps am onto t.

Using the warp-field Wm, a number of similarity mea-

sures between Wm(am) and t can be evaluated. As mentioned

in [3], there is no strict requirement for the selection measure

to be the same as that used to drive registration; we believe

that for fairness, they should be different. The rest of this

paper focuses on cross-correlation as the selection criteria.

The cross-correlation between any Wm(am) and t is not

used directly to determine the segmentation accuracy, because

this measure by itself is not directly comparable across all

possible pairs of Wm(am) and t. In order to get a more stan-

dard measure for selecting the best out of M possible seg-

mentations, a linear regression model specific to each atlas is

used. The function is of the form J = β̂1x + β̂0, where x is

the value of the cross-correlation and J is the predicted seg-

mentation accuracy, using the Jaccard overlap (1); β̂1 and β̂0

are stored as part of the atlas.

Jaccard(A, B) =
V ol.(A ∩ B)
V ol.(A ∪ B)

, (1)

where A and B are the generated and ground-truth segmenta-

tions, respectively.

The labelled anatomical region from the am that predicts

the highest segmentation accuracy, is propagated onto t us-

ing Wm, resulting in a segmentation. The overall offline and

online atlas selection is depicted in figure 1.

a∗ = argmax
am

{β̂1am
corr(Wm(am), t) + β̂0am

}

Section 2.2 describes how these regression functions are

obtained, while section 2.3 describes a method for selecting

an appropriate atlas set A based on available training data.

2.1.1. Registration

The aim of registration is to find a mapping W , between a

reference R and a target image T , that maximises some simi-

larity measure. The registration process used here is a multi-

scale approach, performing 2 passes of rigid registration, fol-

lowed by 2 passes of non-rigid registration, with all stages run

until convergence of the cost function.

The rigid registration finds the best 3-D translation,

anisotropic scaling and roll, pitch and yaw components to

transform the atlas image R onto the novel image T . Mutual

information (MI) is used as the similarity measure to drive

the registration. Powell’s optimisation method ([7]) is used

to find the rigid transformation matrix A that maximises MI

between the transformed R and T .

A∗ = argmax
A

{MI(A.R, T )}

The non-rigid phase aims to find the warp-field W that

maximises MI between T and the transformed reference R′.
Non-rigid registration allows non-linear deformation of the

image, making it an ill-posed problem, therefore some form

of regularisation is required. Our method finds the W that

maximises MI between R′ and T within fluid and elastic

constraints.

The warp-field is initialised from the rigid phase and

evolved to convergence, with the warp-field at iteration i
given by:

Wi = E ⊗ (Wi−1 + kV ⊗ Fi−1),

where Fi is the current force-field, i.e. the derivative of MI at

each point in R computed from a joint intensity histogram us-

ing the method described in [8]. V and E are viscous fluid ad

elastic constraints, respectively; both modelled by Gaussian

filters.

2.2. Training

Each dataset in turn is used as an atlas to segment an organ

in all the other datasets using the registration method outlined

in section 2.1. The cross-correlation between the two aligned

volumes measured on a region of interest (ROI), and the Jac-

card overlap (1) are collected from each segmentation.

These measurements make up the training parameters and

they are presented in seperate cross-segmentation matrices, J
and CC(figure 2), where J(i, j) is the Jaccard overlap pro-

duced when atlas aj is used to segment the organ in image ti,
and CC(i, j) is the cross-correlation measured at the optimal

alignment between atlas image aj and novel image ti.

Fig. 2. Training Parameter Matrices for Heart Segmentation

The image identifiers are displayed as row and column head-
ers in the matrix. The columns represent the atlas images,
while the rows represent the novel images; therefore, the di-
agonal elements are self-segmentation parameters.

The parameter model used in this system is a univariate

least-squares regression function measured on each similarity

measure for each atlas in the form ŷ = β̂1x + β̂0, correlating

cross-correlation with segmentation accuracy (figure 3). The
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predicted segmentation accuracy when using atlas aj to seg-

ment the organ in image ti based on the measured correlation

coefficient between the two at the ROI is obtained using 2.

J∗
aj

(t) = β̂1aj
CC(i, j) + β̂0aj

(2)

Fig. 3. Segmentation Overlap vs. Similarity Measure

This regression model is built up for each atlas based on
values collected from the relevant column in the

cross-segmentation matrix.

2.3. Offline Multi-Atlas Selection

The aim of this step is to select an optimal set Aopt of M
atlases, A = {a0, ..., aM−1}. The optimal set is that which

maximises the segmentation accuracy as measured by the av-

erage Jaccard overlap, using the multi-atlas based segmenta-

tion method outlined in section 2.1.

Formally:

Aopt = argmax
A∈DM

1
N − M

n∑

i=1,di /∈A

J ′
A(di), (3)

where N = |D| is the number of training images available,

J ′
A(di) = J(di, argmax

a∈A
J∗

a (di)), and (4)

J∗
a (di) = β̂1a.CC(di, a) + β̂0a (5)

3. EXPERIMENTS

3.1. Heart Segmentation

Cardiac CT angiography (CCTA) datasets obtained from hos-

pitals in Japan, U.S.A, and the U.K. are used in this experi-

ment. The scanners used varied according to the data sources.

The images were 3-D volumes containing at least 300

slices with 512x512 pixels per slice, and a slice thickness of

Fig. 4. Heart and Kidney Segmentation Results

Left to Right: Heart segmentation using best single atlas.
Heart segmentation using optimal multi-atlas with M = 2.

VR showing kidney segmentation in low-dose CT. MPR
showing kidney segmentation.

0.5mm with typical intra-slice pixel spacing of 0.4mm. Each

image therefore contained the entire heart and thoracic cavity.

Whole heart segmentations, represented as masks con-

taining the entire heart as one fully-connected domain, were

collected by a clinically qualified individual on 21 of these

images. Atlases were created from each image and mask

combination by constraining the image to an ROI containing

the heart mask morphologically dilated by 6mm to contain a

degree of context.

3.2. Kidney Segmentation

Abdominal contrast-enhanced 4-D CT studies from 24 sub-

jects are used in this experiment, each study containing 20

phases. The scans were taken using Toshiba’s Aquilion ONE

320-slice scanner, which covers a vertical range of 16cm,

hence both kidneys in one gantry rotation. Manual segmenta-

tions of each kidney and its renal cortex were collected on the

early arterial phase for all 24 studies, and atlases were created

from each image by constraining them to a region containing

a single kidney mask morphologically dilated by 2mm.

4. RESULTS AND DISCUSSION

Example segmentations are shown in figure 4. Figure 5 shows

an increase in the average heart segmentation accuracy for M
ranging from 1 to 5. The top line shows the best possible

results that can be generated if the most suitable atlas was se-

lected from the set of M in every case, although in actual use

this will be unknown. This chart suggests that the ROI based

measures, particularly cross-correlation are better predictors

than their global equivalents. For heart segmentation, the re-

gion containing the heart apex and the rib-wall was used. In

the case of kidney segmentation, the region bounded by the

whole kidney was the ROI used.

Figure 6 highlights the benefit of using the offline atlas se-

lection (equation 3), as indicated by the upper line. The lower

line refers to the expectation E of the overlaps averaged over

all training images for a multi-atlas set selected at random:

E =
1(
N
M

)
∑

A∈DM

[
1

N − M

N∑

i=1,di /∈A

J ′
A(di)] (6)
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Fig. 5. Average Heart Segmentation Overlap Generated by

Multiple Atlases

The segmentation accuracy increases as the size of the
multi-atlas set increases. The topmost line shows the average

heart segmentation accuracy generated if the atlases were
selected based on the actual overlaps, rather than predicted

overlaps.

Fig. 6. Effect of Offline Atlas Selection on Kidney Segmen-

tation

The upper line shows the Jaccard overlap averaged over all
validation data when selecting the optimal atlases for each

set size (3), while the lower line shows the mean of the
Jaccard overlap averaged over all training data for all

possible random selections of atlases (6).

5. CONCLUSION

This paper presents a method for optimal atlas selection from

a set of candidate atlas images. The underlying method is

applied at two stages in multi-atlas based segmentation. In the

first stage, it is used offline to select an optimal multi-atlas set

from a database of potential atlases, while in the second stage

it is used during application to select an optimal atlas from

within the set.

Each atlas contains an image, a mask containing the la-

belled anatomy of interest and a pair of linear regression

parameters. The parameters are obtained from a training set

of images by co-registering each pair of images and record-

ing the resulting similarity measures and Jaccard overlaps

of the generated segmentation. The optimal atlas from a

set is selected following registration by measuring the cross-

correlation between each atlas image and the novel image and

applying the respective linear regression slopes and intercepts

to predict the Jaccard overlap. The atlas image that predicts

the highest segmentation accuracy is selected. The method

was applied to heart and kidney segmentation from 3D CTA

data.

The results demonstrate that a multi-atlas approach per-

forms better than a single atlas method, and that calibration

of the atlas selection criteria improves segmentation accuracy

further.
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